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ABSTRACT

A lightweight encryption scheme for JPEG 2000 based on the wavelet

packet transform is proposed. This scheme significantly reduces the

amount of data to be encrypted compared to full encryption and other

partial or selective encryption schemes, at the cost of increased com-

putational complexity in the compression pipeline. We investigate

the applicability of this approach in two scenarios: for providing full

confidentiality and for its utility as a transparent encryption scheme.

We evaluate the presented scheme in the context of each scenario

with respect to its impact on compression performance, its complex-

ity, the level of security it provides, and its applicability.

1. INTRODUCTION
Secure transmission and access control in multimedia applications

have moved to the center of attention in a significant number of re-

cent research programs. There are several reasons for this develop-

ment, like the need for privacy and confidentiality in multimedia ap-

plications that are becoming increasingly popular and widespread,

such as mobile video conferencing. A reason for efficient access

control is the commercial interest of owners of multimedia content

to secure revenue streams by preventing unauthorized access. In this

paper, we discuss secret wavelet packet decompositions for (a) pro-

viding confidentiality and (b) providing transparent encryption in the

context of JPEG 2000. An important focus for our approach is to

significantly lower the amount of data to be encrypted, while still

maintaining a level of security that is sufficient for typical multime-

dia applications.

a) Encryption for Confidentiality: If strict confidentiality is re-

quired, full encryption of a multimedia bitstream with a traditional

encryption cipher, such as AES, is not always the best option to pro-

vide security and access control. In many multimedia applications

other requirements, such as retaining bitstream compliance and scal-

ability, low demands in terms of computational complexity, and in-

creased functionality, outweigh traditional security requirements [1].

In the context of wavelet coded image data, different methods have

been proposed to achieve some of these advantages. Selective en-

cryption of vital parts of the JPEG 2000 packet data is proposed by

[2]. Scrambling coefficient signs in code-blocks is proposed by [3].

[4] investigate scrambling in the context of motion JPEG 2000 cod-

ing, integrated into their scalable streaming concept. [5] and [6]

discuss the problem of marker emulation in the context of JPEG

2000 encryption and propose solutions that allow to retain standard

bistream compliance.

b) Transparent Encryption: The term “transparent encryption”

is introduced by [7] to refer to encryption schemes in which portions

of the original data are accessible in degraded quality even without
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key. The full quality version is restricted to legitimate users. In a

scheme for transparent JPEG 2000 encryption, [8] propose to en-

crypt about 85% of the packet data in resolution progressive mode.

Parameterized wavelet filters are investigated as a tool for transpar-

ent encryption by [9].

We present a lightweight encryption scheme for JPEG 2000 that

is based on randomly generated wavelet packet decompositions. The

wavelet packet decomposition [10] is a generalization of the pyra-

midal (or Mallat) wavelet decomposition, where recursive decom-

position may be applied to any subband and is not restricted to the

approximation subband. This results in a larger space of possible de-

composition structures, of which the pyramidal decomposition struc-

ture is only one element. The proposed scheme keeps the random-

ized wavelet packet decomposition trees secret.

Recent work by Pommer and Uhl [11] proposes the use of wave-

let packets for providing confidentiality in a zerotree-based wavelet

framework. While the work presented here transfers the idea and the

central algorithm to JPEG 2000, the entirely different nature of JPEG

2000 as compared to the codec used in [11] leads to a novel situation,

especially for potential attacks. The present work has its main fo-

cus on the comprehensive evaluation of secret wavelet packets in the

different environment. Therefore, the algorithm for producing ran-

domized wavelet packets will only be discussed briefly, more details

can be found in [11]. In the following, the compression performance

of randomized wavelet packets in JPEG 2000 are assessed, and the

parameters used for the generation of randomized wavelet packets

are adapted accordingly. Furthermore, with a slight modification to

the original algorithm, transparent encryption can be supported nat-

urally. In contrast to the codec used in [11], JPEG 2000 is not based

on zerotrees. The impact this has on possible attacks marks a key

difference to the previous work. As the superimposition of decom-

position structures on a set of wavelet packet coefficients becomes

impossible, different modes of attack have to be considered. We

evaluate the presented methods regarding their security and usability

in terms of (a) providing confidentiality and (b) providing transpar-

ent encryption.

2. SELECTIVE ENCRYPTION WITH RANDOMIZED
WAVELET PACKETS

Part two of the JPEG 2000 standard allows wavelet decompositions

that differ from the pyramidal decomposition [12]. In order to max-

imize keyspace size for the proposed encryption scheme, we imple-

mented full support for arbitrary isotropic wavelet decomposition

structures in JPEG 2000, based on the JJ2000 reference implemen-

tation (http://jj2000.epfl.ch/).

Wavelet packet decomposition structures can be represented as a

sequence of binary decomposition decisions. If during generation of

randomized wavelet packet decompositions, the probability for de-

composition is the same at each decision, i.e. for each subband, then
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(a) Lena (b) Barbara (c) D105

Fig. 1. Test Images

shallow wavelet decompositions are more probable than deep ones.

This bias potentially restricts the keyspace in the context of the pro-

posed encryption scheme. This restriction is resolved by introducing

two parameters, base value (bv) and change factor (cf), that can be

used to influence the probability of decomposition at a single deci-

sion point, based on a base probability and a factor that grows or

shrinks with the current decomposition depth. Other parameters that

determine the mechanism of random wavelet packet decompositions

are the maximum global decomposition depth for all subbands (g),
the maximum (m) and minimum (n) decomposition depth for the ap-

proximation subband, and the seed for the pseudo-random number

generator (PRNG).

Keeping the decomposition structure secret can be achieved in

two ways: either the decomposition tree itself is used as the key and

not included in the bitstream, or header information containing the

used wavelet packet decomposition structure is encrypted with a tra-

ditional cipher. If a PRNG is used for generating the wavelet packet

structure, the relevant information consists only of the seed and the

parameters which are discussed below, otherwise the information

consists of the complete wavelet packet structure. In either way, the

amount of information that has to be encrypted is very small.

To achieve transparent encryption, we introduce an additional

parameter p that can be used to optionally specify the number of

higher pyramidal resolution levels. If p is set to a value greater than

zero, the pyramidal wavelet decomposition is used for resolution lev-

els R0 through Rp and wavelet packets are used for the higher reso-

lution levels, starting from Rp+1. With resolution-layer progressions

in the final bitstream, standard JPEG 2000 codecs can be used to ob-

tain resolutions R0 to Rp. Note that if higher pyramidal resolution

levels are used, n should be set to a sufficiently large value, ideally

to the same as m, in order to avoid wavelet packet decompositions

which are very similar to the pyramidal decomposition.

3. COMPRESSION PERFORMANCE AND COMPLEXITY
For the proposed encryption scheme to be feasible in a general appli-

cation scenario, the compression performance with wavelet packets

in JPEG 2000 has to be comparable to the results obtained with the

pyramidal decomposition. The three test images we used are shown

in Figure 1. D105 from the collection of Brodatz textures is used to

have a specimen of oscillatory patterns.

In the comparison of compression quality of the wavelet packet

decomposition and the pyramidal wavelet decomposition it is note-

worthy that there are wavelet packet decomposition structures that

produce better results than the pyramidal structure. As can be seen

in Figures 2(a) and 2(b), this effect is stronger for the image Bar-

bara, because it contains more oscillatory patterns that favor energy

compaction with wavelet packets. On average, the wavelet packet

decompositions are outperformed by the pyramidal decomposition.

At the end of this section, we will present parameter settings that

minimize the difference in compression performance.

In the following, we assess test runs which leave one parameter

fixed and vary the other parameters through their respective ranges

(leading to a total of 68796 test runs per image for g up to 7 and

28665 test runs for g up to 5). If not noted otherwise, the compres-

sion rate is 0.25 bpp. The average, minimum and maximum peak-

signal-to-noise-ratio (PSNR) for each value of the fixed parameter

are plotted. Of the five parameters that influence compression per-

formance, three also affect the number of possible decomposition

trees, namely g, m, and n. We will discuss the impact of these pa-

rameters in more detail.

The other two parameters, bv and cf, if not set to extreme values,

only affect the probability distribution over the possible decomposi-

tions, but not the number of potential decompositions. Our results

suggest that furthermore they also have only marginal influence on

compression performance. [11] suggest to set the bv to 1 and cf to

0. While this is sensible from an image compression point of view,

it also means a restriction in keyspace, as deeper decompositions are

less probable than shallow decompositions. Because the two param-

eters do not have much impact on compression quality, we propose

to set them to values based on the maximum decomposition depth

that make every tree decomposition equally likely, regardless of its

individual decomposition depth. In this manner, we can avoid giving

an attacker the advantage of knowing at which point to start a search

in the space of decomposition structures.

The parameter specifying the maximum global decomposition

level, g, has a major effect on both compression performance and

the number of potential decomposition trees. As can be seen in Fig-

ure 2(a), for high overall levels of decomposition, compression per-

formance quickly degenerates. For the size of images used, this is

mainly due to the fact that there is an increase in header information

for complex wavelet packet decompositions, while no further gain in

energy compaction is achieved. We therefore limit our observations

to a maximum decomposition depth of 5, which is a reasonable value

considering the size of our test images.

Figure 2(c) shows that the minimum decomposition depth of the

approximation subband, n, if set too low, has a significant impact

on compression performance. Settings of one or two levels produce

compression results that are not competitive and should be avoided.

Discarding these smaller settings only marginally affects the num-

ber of possible wavelet packet decompositions. With regard to max-

imum decomposition depth of the approximation subband, m, our

results show that there is no reason to restrict this parameter. Consid-

ering keyspace size as well as compression performance, we propose

to set m to the same value as g.

Table 1. Compression results for suggested parameter settings
Lena Barbara D105

Pyramidal, PSNR 32.31 28.33 17.65

WP, Max. PSNR 32.45 29.19 21.54
WP, Min. PSNR 29.91 26.65 16.94
WP, Avg. PSNR 31.74 28.21 18.81

Taking the above observations and the size of the used test-

images into account, we can suggest settings that remove non-com-

petitive compression results: g = 5, n = 3, and m = 5. Table 1

shows the PSNR performance for each of the three test-images for

the pyramidal decomposition, and the maximum, minimum and av-

erage PSNR for the test runs with the suggested settings (819 test

runs for each image). It can be seen that the average compression

performance for typical natural images is comparable to the perfor-

mance of the pyramidal decomposition. As expected, for D105 the

maximum PSNR is significantly above the pyramidal decomposition

– however, overall compression quality for D105 is generally very

low.

Wavelet packets bring an increase in complexity as compared to

the pyramidal wavelet decomposition: The order of complexity for
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Fig. 2. Compression performance of randomized wavelet packet decompositions

a level l full wavelet packet decomposition of an image of size N2

is O(
Pl

i=1 22(i−1) N2

22(i−1) ) compared to O(
Pl

i=1
N2

22(i−1) ) for the

pyramidal decomposition, with the randomized wavelet packet de-

compositions ranging in-between. This has to be taken into account

for potential application scenarios. The effort for encryption is dra-

matically reduced compared to full encryption and other partial or

selective encryption schemes, but the wavelet packet transform in-

troduces computational demands in the compression pipeline.

4. SECURITY
In this section we evaluate the security of the proposed scheme with

regard to providing (a) confidentiality and (b) transparency. If AES

or a cipher of similar security is used, the option of breaking the ci-

pher with which the wavelet packet structure is encrypted, becomes

infeasible. Likewise, an exhaustive search for the wavelet decom-

position structure is not feasible for sufficiently deep wavelet packet

decompositions. The number of possible wavelet decompositions

reaching up to level n + 1 can be determined by

f(n) =

4X
i=0

„
4
i

«
· (f(n − 1))i

(1)

where f(0) = 1. For a maximum decomposition depth g, there are

f(g− 1) possible decompositions. For g = 5, 2261 possible decom-

positions exist, and even with the parameter n set (which removes

some decompositions), the complexity of an exhaustive search is

higher than a brute-force attack against a 256-bit-key AES cipher.

For g = 6, the number of possible wavelet decompositions is 21046.

The attacker is therefore left with the option of trying to (partially)

reconstruct the image from the unencrypted data.

a) Confidentiality: In the case of the codec used in [11], data and

the spatial organization of the coefficients can be accessed directly

(when a uniform scalar quantizer is used), and the challenge for the

attacker lies mainly in superimposing the correct subband structure

to make sense of the coefficient data. In the case of JPEG 2000, the

coding of the data is in a much lower degree spatially determined.

The fact that the subband structure is crucial in decoding the JPEG

2000 packet stream, for associating the coefficient data contained in

the packets with code-blocks, poses a major problem for the attacker.

The difficulty of an attack depends on the level of information

the attacker has about the bitstream, i.e. how much information ex-

cept the wavelet packet decomposition structure is not accessible in

the header. Encryption of additional header information may help

to increase security. If, for example, the number of resolutions and

quality layers is known or obtained by the attacker, the progression

order used for encryption does not make any difference for the at-

tack: knowing the resolution and layer of each packet allows the

attacker to reorganize the packets. This makes one major flaw of

the proposed scheme apparent when it comes to providing full con-

fidentiality. The packets of resolution R0 of any wavelet packet de-

composition are the same as the packets produced by a pyramidal

decomposition of the same image. Without additional precautions,

the first resolution is therefore accessible. This flaw can be weak-

ened by additionally encrypting header information. If the number

of resolutions is not known, then the attacker also lacks knowledge of

the size of the approximation subband. However, due to the strong

limitations on the minimum and maximum number of resolutions,

this measure does not sufficiently increase search complexity. In a

similar way, additionally hiding the number of quality layers makes

the interpretation of the sequence of packets more difficult for the

attacker, but fails to provide the level of security needed for full con-

fidentiality. Because most of the energy is contained in the approxi-

mation subband (i.e. R0), an attacker will be able to get a good idea

of the visual data by forcing the data from the packets with the high-

est payload into a pyramidal decomposition.

Effectively, the presented scheme is not able to restrict access

to the lower resolution levels in a manner adequate for providing

confidentiality. The solution of encrypting the lower resolutions as

such introduces additional computational overhead. Nevertheless,

future work should investigate adding the security provided by secret

wavelet packets in the higher resolution levels to approaches that

selectively encrypt the lower resolutions, e.g. [2].

b) Transparency: In contrast to encryption for full confidential-

ity, in a transparent encryption scheme the accessibility of R0 is de-

sired, security is only required for the full quality version. Because

hiding the number of resolution levels and quality layers falls more

into the category of providing security through obscurity, but does

not affect vulnerability of the proposed scheme in principle, in the

following we assume that apart from the subband structure every de-

tail about the packet stream is known to the attacker. In particular

this means that we assume the attacker to know the size of the im-

age and the number of resolution levels contained in the bitstream.

Therefore the attacker is assumed to also know the size of the ap-

proximation subband. We also assume that no precinct partitioning

is used.

Let p be the value of the parameter controlling the number of

higher pyramidal resolutions. Then the packets of resolutions R0

through Rp are the same as for the corresponding pyramidal de-

composition and can be decoded by any standard JPEG 2000 de-

coder without quality loss. For resolution levels higher than Rp,

the data does not fit the pyramidal decomposition anymore, and de-

coding will eventually fail. In order to obtain an image of higher

quality than Rp, an attacker could try to read a fraction of the coef-

ficient data of Rp+1 into the pyramidal structure and then attempt a

full resolution reconstruction. However, typically the intersection of

the randomly generated decomposition structures and the pyramidal

structure is too small to obtain data that allows reconstruction at a

substantial quality gain (compared to Rp), as is shown in Figure 3(c)

for p = 1 and in Figure 3(f) for p = 2.
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(a) Decomposition
Structure, p = 1

(b) Reconstruction
at full resolution

(c) Result of attack (d) Decomposition
Structure, p = 2

(e) Reconstruction
at resolution 2

(f) Result of attack

Fig. 3. Reconstruction Examples

When trying to reconstruct the full quality image, the attacker’s

problem is how to assign packet data to code-blocks, i.e. spatial lo-

cation. JPEG 2000 employs tag trees to efficiently encode inclusion

information for each code-block [12]. Context synchronization be-

tween encoder and decoder is used to signal redundant inclusion in-

formation. Conceptually, one tag tree is maintained for each sub-

band. The packet headers contain the inclusion information pro-

duced by the tag trees for the code-blocks in each subband. The

information of location of code-blocks is thus dispersed throughout

the code-stream. A promising point of attack is the header of the

first packet of a resolution, because it has to contain output from the

tag tree of each subband contained in the resolution. By analyzing

a number of such packets, an attacker could possibly infer the num-

ber of subbands. However, the attacker would still lack information

regarding the size of each subband and therefore could not uniquely

determine the spatial layout of the code-blocks.

With the right overall number of code-blocks (if the maximum

code-block size is set to be no larger than the smallest subband, this

number is actually known), it would seem that all the data could be

retrieved correctly. This data could then be filled into subband struc-

tures that have the number of subbands derived from the number of

tag trees. The result could be reconstructed and matched against a

measure that is correlated to image quality, like the variance, to find

the best result. However, even if the right overall number of blocks is

known or obtained, the wrong spatial sequencing of the code-blocks

remains a major problem for higher resolution levels, because it re-

stricts access to other information necessary to determine the value

of individual coefficients: The number of skipped most significant

bitplanes in each code-block is contained in another set of tag trees.

A wrong spatial placement for an individual block implies a wrong

answer from the tag tree for the number of skipped most significant

bitplanes, and thus a misinterpretation of this block’s codewords.

Apart from trying different spatial configurations of code-blocks, the

attacker would therefore also have to make an assumption regarding

the skipped most significant bitplanes.

5. CONCLUSION
We have shown that wavelet packets can help to reduce computa-

tional demands for lightweight encryption. The reduction of com-

plexity for encryption comes at the cost of a rise in complexity in

the compression pipeline. The actual applicability of the presented

approach depends on the scenario in which it is to be used. We have

found the level of security to be too low for applications that demand

full confidentiality. In terms of transparent encryption the scheme is

successful, as it can naturally be used to grant access to lower lev-

els of resolution while keeping the higher resolution levels secure.

The comparatively high computational complexity that is introduced

during compression and decompression remains a drawback com-

pared to other lightweight methods. However, the amount of data

that needs to be encrypted is extremely small. This presents a sig-

nificant advantage of the presented approach compared to other sug-

gestions. Encryption effort is minimal and due to the small amount

of data to be encrypted this approach can be used directly in public

key schemes and benefit from their superior key management.

In future work we will turn to how random wavelet packet de-

compositions can be combined with other methods of selective en-

cryption to achieve support for full confidentiality. Moreover, it will

be investigated how other lightweight encryption methods can ben-

efit in their level of security through a combination with the wavelet

packet transform.
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